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Time Line for Statistical Studies
Research Questions

Literature Review

Design Study
Existing Data, Survey, or Experiment
Sample Size, Selection Procedure

Write Proposal, IRB Submission

Deal with Non-Response/Attrition

Enter Data into Computer
“Clean” and Organize the Data

Data Analysis/Descriptive Statistics


Statistical Inference
Hypothesis Tests, Confidence Intervals

Conclusions and Implications for Practice and for
Further Research
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Sampling Distributions
“Suppose p is 0.25. Then p̂ has a N(0.25,

(0.25)(0.75)
)
860

distribution”
We know the value for the parameter (p).
We think of statistics such as p̂ as variables.
Statistical Inference
We don’t know the values for parameters such as p or
µ1 - µ2. That’s precisely why we take our samples

The value for statistics such as p̂ are fixed and known.

Our job is to use these sample values to make inferences
about parameters such as p or µ1 - µ2.
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Statistical Inference

Hypothesis Testing
“Is there an effect”

Estimation
What is the
magnitude of the effect?

Ho: µ1 - µ2 = 0

Confidence interval for

HA: µ1 - µ2 > 0

µ1 - µ2?

Ho: p = 0.5

Confidence interval for p

HA: p ≠ 0.5
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Statistical Inference: Estimation
Confidence Interval for p (and other Parameters)
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Example 1 In Kentucky the Department of Health took
a random sample of 860 adults and asked them a variety
of questions relating to health, including whether or not
they had had a flu shot last year. A total of 198 said yes.
We will use these data to find a 95% confidence interval
for p, the proportion of all adults in Kentucky who had
had a shot.
Population of all adults in Kentucky

p

Sample of 860 adults

p̂ = 198/860 = 0.2302
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We call p̂ = 0.2302 a point estimate for p.

Problems with a point estimate:

(a) p̂ = 0.2302 is almost certainly not equal to p.

(b) No indication of how close p̂ = 0.2302 is to p.

Our solution to these problems is to construct a 95%
confidence interval—an interval estimate—for p around
p̂ = 0.2302 in which we can be 95% sure that p will lie.

p̂ = 0.2302
|------------------------------ + -------------------------------|
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2. Deriving a 95% Confidence Interval for p

The sampling distribution of p̂ is N(p,

p(1-p)
)
n

pˆ

p -2

p(1-p)
n

p

p +2

p(1-p)
n

In 95% of samples, p - 2

p(1-p)
p(1-p)
< p̂ < p + 2
n
n

In 95% of samples, p̂ - 2

p(1-p)
p(1-p)
< p < p̂ + 2
n
n
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A 95% confidence interval for p is

p̂ - 2

p(1-p)
n

to

p̂ + 2

p(1-p)
n

The problem with this interval is that we can’t use it
because we don’t know the value for p!

We can get around this problem by simply substituting
the sample proportion, p̂ for p.

A 95% confidence interval for p is

p̂ - 2

ˆ - p)
ˆ
p(1
n

to

p̂ + 2

ˆ - p)
ˆ
p(1
n
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We are almost there! Where did the 2 come from?

qnorm(0.025)
[1] -1.959964
qnorm(0.975)
[1] 1.959964
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A 95% confidence interval for p is

p̂ - 1.96

ˆ - p)
ˆ
p(1
n

to

p̂ + 1.96

ˆ - p)
ˆ
p(1
n

For our data, p̂ = 198/860 = 0.2302
A 95% confidence interval for p is
0.2302

- 1.96

(0.2302)(0.7698)
to
860

0.2302
0.2302 - 0.0281

+ 1.96

(0.2302)(0.7698)
860

to 0.2302 + 0.0281

0.202 to 0.258

We call the value 0.0281 the margin of error associated
with our estimate p̂ = 0.2302.
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Suppose we prefer an 80% confidence interval for p? Or,
perhaps a 99% confidence interval for p.

qnorm(0.9)
[1] 1.281552

qnorm(0.995)
[1] 2.575829
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Values of Z for Large Sample Confidence Intervals
N(0, 1) Distribution
0.4

Density

0.3

/2 0.2

/2

C

0.1

0.0

-Z

0

Z

Z

C
Z
/2
-----------------------------.995
.0025
2.807
.99
.005
2.576
.98
.01
2.326
.97
.015
2.170
.96
.02
2.054
.95
.025
1.960
.94
.03
1.881
.92
.04
1.751
.90
.05
1.645
.85
.075
1.440
.80
.10
1.282
.75
.125
1.150
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A confidence interval for p is:

p̂

 Z

ˆ - p)
ˆ
p(1
n

Conditions: n p̂ and n(1- p̂ )  10

p̂ = 0.23
80% CI

-------------- | --------------

95% CI

------------------------ | ------------------------

99% CI ------------------------------ | ---------------------------
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Interpreting Confidence Intervals
0.2302 ± 0.0281

23.0% ± 2.8%

0.202 to 0.258

20.2% to 25.8%

Sloppy Interpretations
We can be 95% confident that the proportion of Kentucky
adults that had a flu shot last year lies between 0.202 and
0.258.

We can be 95% confident that the percentage of Kentucky
adults that had a flu shot last year lies within 2.8% of the
sample percentage (23.0%).

What makes these interpretations ‘sloppy’?
They don’t address the questions “95% of what?”
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Correct/Relative Frequency Interpretation
If we were able to repeat this random survey many, many
times, each time computing a 95% confidence interval,
95% of the resulting intervals will contain the true p. We
hope that our interval (0.202 and 0.258) is one of those
95% and not one of the 5% of intervals that does not
contain p.

16

Sampling distribution of p̂

p
------+-----------+-----------+-----------+----------+----------+----------+----------+----------+----------+----------+----------+----------+----------+----------+----------+----------+----------+----------+----------+----------+----------+----------+----------+----------+----------+----------+----------+----------+----------+----------+----------+----------+----------+----------+------

*

*
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Incorrect Interpretations
 The probability that p is in the interval 0.202 and
0.258 is 0.95.

 In 95% of similar samples, p will be between 0.202
and 0.258.
 95% of the population lies between 0.202 and 0.258
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A confidence interval for p is:
 Z

p̂

The SD( p̂ ) =

ˆ - p)
ˆ
p(1
n

p(1-p)
n

Since we don’t know the value for p, we cannot compute
SD( p̂ ). But we can estimate it by replacing p by p̂ .
ˆ - p)
ˆ
p(1
is the estimated standard deviation of p̂ . It is
n
more generally called the standard error of p̂ .

SE( p̂ ) =

ˆ - p)
ˆ
p(1
n

A confidence interval for p is:

p̂

 Z SE( p̂ )
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Some Important Standard Errors
Statistic SD(Statistic)
SE(Statistic)
---------------------------------------------------------------------Qualitative Response
p̂

p(1 - p)
n

ˆ - p)
ˆ
p(1
n

p̂ 1 - p̂ 2

p1(1 - p1) p2(1 - p2)

n1
n2

pˆ 1(1 - pˆ 1) pˆ 2(1 - pˆ 2)

n1
n2

Quantitative Response
X

σ
n

X1 - X2

σ1
σ2

n1
n2

S
n
2

2

2

2

S1
S2

n1
n2
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Some Common Confidence Intervals
CI for p

CI for p1 – p2

CI for µ

p̂ ± Z

p̂ 1 - p̂ 2 ± Z

X ± tn-1

ˆ - p)
ˆ
p(1
n
pˆ 1(1 - pˆ 1) pˆ 2(1 - pˆ 2)

n1
n2

S
n

2

CI for µ1 - µ2

X 1 - X 2 ± tv

2

S1
S2

n1
n2

Note 1: All have the form:
Statistic ± (multiplier) * SE(Statistic)
Note 2: Conditions apply to these CIs.
Note 3: Many CIs (i.e. for OR) do not have this form.
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Non-Symmetric Confidence Intervals
Not all confidence interval have this nice symmetric form.
Example 2
For the hd data set, the correlation coefficient between
Age and SBP is r = 0.7752 and n = 32. Find a 95%
confidence interval for ρ , the corresponding population
correlation coefficient.
It is known that the sampling distribution of the sample
correlation coefficient (r) is very skewed.
However, it is known that the transformed variable
1 1 + r 
1 1 +ρ 
has a N( ln 
,
ln
2  1 - r 
2  1 - ρ 

1
)
n-3
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Step 1

A 95% confidence interval for

1 1 +ρ 
is
ln
2  1 - ρ 

1
1
1 1 + r 
1 1 + r 
1.96
to
+
1.96
ln 
ln
2  1 - r 
2  1 - r 
n-3
n-3
1 1 +0.7752 
ln
2  1 - 0.7752 

to

1.96
32  3
1 1 +0.7752 
+
ln
2  1 - 0.7752 

1.96
32  3

0.6692 to 1.397

We can be 95% confident that
0.6692 and 1.397

1 1 +ρ 
lies between
ln
2  1 - ρ 
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Step 2
A 95% confidence interval for ρ is
2*(0.6692)
-1
e
2*(0.6692
+1
e

to

2*(1.397)
-1
e
2*(1.397)
+1
e

0.5845 to 0.8847
We can be 95% confident that the population correlation
coefficient, ρ , lies between 0.5845 to 0.8847.
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A 95% Bootstrap Confidence Interval for ρ
1. Take 10000 samples with replacement from the 32
Age, SBP pairs and compute and save the resulting values
for r.
2. Take as our confidence interval, the 2.5th percentile and
the 97.5th percentile of the 10000 values for r.

0.581

0.894
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s <- select(hd, SBP, Age)

0

r <- do(10000)*cor(SBP ~ Age,
data = sample(s, 32, replace = T))

1

qdata( ~ cor, p = c(0.025, 0.975),
data = r)
quantile
p
2.5% 0.5810190 0.025
97.5% 0.8942807 0.975

2

hist(r$cor, col = "lavender")
abline(v = c(0.581, 0.894), col = "red")

0. I isolated the two columns SBP and Age in a new data
frame named s.
1. I took 10000 samples with replacement from the 32
Age, SBP pairs, computed the value for r in each case and
saved the 10000 values in a data frame called r (with one
column, cor).
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Statistical Inference: Hypothesis Testing
Two-Independent Sample t-test
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Example 3 Smoking and Infant Birth-weight
Research Question:
For low-income mothers in Boston, do smokers tend to
have lower birth-weight infants than non-smokers?
Explanatory variable: smoking status
Response variable:

Infant birth-weight
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Non-Smoking Mothers

Smoking Mothers

112 127 116 131 125
126 129 111 127 140 129 120 136
99 128 108 129 132 120 118 134

91 113 124 124 136 118
117 116 104 119 112 109 133 104
105 108 100 136 113 120 117 103

µ1

µ2

142 132 122 112 121 119 132 150
116 110 121 109 111 102 127 119
142 131 117 121 106 133 108 111
: : : : : : : : : : : : : : : :

111 126 109 109 117 107 125 101
122 119 112 123 116 109 92 101
113 128 123 115 108 85 128 123
: : : : : : : : : : : : : : : :

µ1 - µ2 ?

H T

Random Sample

Random Sample

n1 = 49

n2 = 19
X1 - X2
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The Null Hypothesis (H0)
1. Over all low-income mothers in Boston, the variable—
infant birth-weight—is independent of smoking status.
2. The mean infant birth-weight for all non-smoking, lowincome mothers in Boston is equal to the mean infant
birth-weight for all smoking, low-income mothers in
Boston.
3. H0: 1

=

2

or

1 - 2 = 0

The Alternative Hypothesis (HA)
1. Over all low-income mothers in Boston, the variable—
infant birth-weight— is dependent on smoking status.

2. The mean infant birth-weight for all non-smoking, lowincome mothers in Boston is greater than the mean infant
birth-weight for all smoking, low-income mothers in
Boston.
3. HA: 1 > 2

or

1 - 2 > 0
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Variable Smoke
Count
Mean StDev
-----------------------------------------BthWeight NonSmoker
49 116.20 16.62
Smoker
19 108.24 12.45
--------------------------------------------------------------------------Difference
7.96 ounces
(t

=

2.14,

p-value

=

0.038)

31

The Two-Independent Sample t Test
There are two versions of the two-independent-sample t
test:
1. The Exact or Equal –Variance t-test
2. The Approximate (Welch) t-test
Both tests require the assumptions of (a) random samples,
and (b) populations that are Normal.
The Exact t-test also requires the assumption of equal
standard deviations (1 = 2). The approximate t-test
allows for unequal standard deviations and, therefore,
tends to be the default option with statistical software.
From a computation point of view, the number of degrees
of freedom (V) for the Welch test is given by a horrible
formula.
32

2

v =

2

[ S1  S2 ]2
n1 n2
-------------------------------

S 
 n 
2

2

1

1

--------n1 - 1

S 
 n 
2

+

2

2

2

--------n2 - 1

Non-smokers S12/n1 = 16.622/49 = 5.637
Smokers

S22/n2 = 12.452/19 = 8.158

2
190.3288
(5.637  8.158)
v =
=
=
2
2
0.6617  3.6994
5.637  8.158
48
18

43.64
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Variable Smoke
Count
Mean StDev
-----------------------------------------BthWeight NonSmoker
49 116.20 16.62
Smoker
19 108.24 12.45
--------------------------------------------------------------------------Difference
7.96 ounces

Superficially, our data appears to lend support to HA.
However, we know that X 1 - X 2 will vary over repeated
samples. So, perhaps the null hypothesis is true and the
difference, X 1 - X 2 = 7.96 oz, due simply to
chance/sampling variability.
Our test proceeds by computing the probability of getting
a sample difference at least as large as 7.96 if the null
hypothesis is true.
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If X1 is the mean of a SRS of size n1 from a N(µ1, 1)
population and X2 is the mean of a SRS of size n2 from a
N(µ2, 2) population, then the sampling distribution of
the variable

(X1  X2) - (μ1 - μ2)
2

2

S1  S2
n1
n2

=

(X1  X2) - (μ1 - μ2)
SE(X1  X2)

is the tV distribution (the t distribution with V degrees of
freedom)

If the null hypothesis is true, the variable
t =

(X1  X2)
2

2

S1  S2
n1
n2

should behave like a tV distribution.
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Step 1
Compute the value for a test statistic which captures how
far our sample data is from what we would expect to get if
the null hypothesis is true.
t0 =

=

(X1  X2) - 0
SE(X1 - X2)

=

2

2

S1  S2
n1
n2

(116.20 - 108.24) - 0
2

16.62  12.45
49
19
=

(X1  X2) - 0

2

7.96
3.714

= 2.14
Our sample result is more than two standard errors above
what would have been expected if the null hypothesis
were true.
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Step 2
We know that if the null hypothesis is true, the quantity
(X1  X2) - 0
follows a t43.64 distribution.
2
2
S1  S2
n1
n2
We measure the ‘unusualness’ of our sample result by
computing the area under the t43.64 distribution to the right
of 2.14.

1 - pt(2.14, 43.64)
[1] 0.01899237
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The probability 0.019 is called the p-value.
It tells us that, if the null hypothesis
H0: 1 - 2 = 0
is true, a sample difference at least as large as X 1 - X 2 =
7.96 would occur less than two times in every 100
replications of this study.
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Step 3 Conclusion
Did our sample result occur as a consequence of H0 or as
a consequence of HA?
H0: 1 - 2 = 0

HA: 1 - 2 > 0

?

?

X 1 - X 2 = 7.96 oz

Rather than concluding that a relatively unlikely outcome
occurred when the null is true, when the p-value is very
small, we prefer to reject the null hypothesis and
conclude that the sample difference (7.96 ounces)
occurred because the alternative hypothesis is true and
that 1 > 2.
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Step 4 Logic behind our conclusion
H0: 1 - 2 = 0 ?

X 1 - X 2 = 7.96

HA: 1 - 2 > 0 ?

p-value = 0.019

1. Did our sample result occur as a consequence of H0?

2 If H0 is true, a value for the sample difference at least as
large as 7.96 ounces would occur in only 19 of 1,000
replications of this study.

3. In rejecting H0 we are concluding that our sample result
happened as a consequence of the fact that 1 - 2 > 0.
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A Two-Sided Alternative
In clinical research, we frequently prefer the (more
conservative) two-sided alternative hypothesis
HA: 1 - 2 ≠ 0
This alternative hypothesis allows for the possibility that
infants born to smoking mothers may, on average weigh
more than those born to non-smoking mothers.
How does this alternative affect the p-value and the
conclusion?

p-value = shaded area to the right of 2.14 PLUS the
shaded area to the left of -2.14.
= 2 (0.019) = 0.038
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If the null hypothesis is true, a sample difference at least
as large as 7.96 ounces—in either direction—would occur
in only 38 of every 1,000 replications of this study.

3: Conclusion
Rather than concluding that a relatively unlikely outcome
occurred when the null is true, when the p-value is small,
we prefer to reject the null and conclude that the sample
difference (7.985 ounces) occurred because the alternative
hypothesis is true and that 1 > 2.
The data suggest that the mean infant birth-weight for
infants born to low-income mothers in Boston who smoke
is significantly less than the corresponding mean for
infants born to non-smoking mothers.
Notice that when we reject the null hypothesis in a twosided test, we point out the likely direction of the
departure (1 > 2).
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The infant birth-weight (bwt) and the smoking status
(smoke) data are in a data frame called infants.

t.test(bwt ~ smk, data = infants)
Welch Two Sample t-test
data:

bwt by smk

t = 2.1426, df = 43.642, p-value = 0.03776
alternative hypothesis: true difference in means
is not equal to 0
95 percent confidence interval:
0.4709611 15.4457596
sample estimates:
mean in group NonSmoker
116.1967

mean in group Smoker
108.2383
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Some Options ….
t.test(bwt ~ smk, data = infants,
con.level = 0.9,
alternative = "g")
Welch Two Sample t-test
data:

bwt by smk

t = 2.1426, df = 43.642, p-value = 0.01888
alternative hypothesis: true difference in
means is greater than 0
95 percent confidence interval:
1.716393
Inf
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Finding a Confidence Interval for 1 - 2
The data suggest that 1 is greater than 2. But, how much
greater? At this point we may want to compute a 95%
confidence interval for 1 - 2.
A 95% confidence interval for 1 - 2 is:
X 1 - X 2 ± 2.016*SE( X 1 - X 2)

2

2

S1
S2

7.96 ± 2.016
n1
n2

2

16.62
12.45

7.96 ± 2.016
49
19

2

7.96 ± 2.016*(3.714)
7.96 ± 7.487

0.47 to 15.45 ounces

We can be 95% confident that 1 exceeds 2 by between
0.47 and 15.45 ounces.
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Where did the value 2.016 come from?

qt(0.975, 43.64)
[1] 2.015837
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Suppose the difference in sample means had been 3.96
ounces instead of 7.96 ounces?

3.96 - 0

Step 1 Test Statistic, t0 =

2

16.62  12.45
49
19

=

2

3.96
3.714

= 1.066

Our sample difference in means (3.96 ounces) is 1.07
standard errors above the null difference (0).
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Step 2 Obtaining the p-value

pt(-1.066, 43.64)
[1] 0.146143

p-value = shaded area to the right of 1.066 PLUS the
shaded area to the left of - 1.066.
= 2 (0.1461)

= 0.292

If the null hypothesis is true, a sample difference at least
as large as 3.96 ounces—in either direction—would occur
in 292 of every 1,000 replications of this study.
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Step 3 Conclusion
In this case, if the null is true, our sample difference (3.96
ounces) is not a very surprising outcome. We do not have
sufficient evidence to reject the null hypothesis.
Two-sided test
The data suggest that the mean infant birth-weight for
infants born to low-income mothers in Boston who smoke
is not significantly different from the corresponding
mean for infants born to non-smoking mothers.
One-sided test
The data suggest that the mean infant birth-weight for
infants born to low-income mothers in Boston who smoke
is not significantly less than the corresponding mean for
infants born to non-smoking mothers.
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Step 4 Logic behind our conclusion
H0: 1 - 2 = 0 ?

X 1 - X 2 = 3.96

HA: 1 - 2  0 ?

p-value = 0. 292

1. Did our sample result occur as a consequence of H0?
2 If H0 is true, a value for the sample difference at least as
large as 3.96 ounces, in either direction, would occur in
roughly 292 of 1,000 replications of this study.
3. In not rejecting H0 we are concluding that our sample
result could plausibly have happened as a consequence of
1 - 2 = 0.
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Factors Influencing Statistical Significance
Data Set 1
B1
113.735
104.798
118.408
110.807
129.624
129.026
87.469
116.579
141.497
165.174
123.242
116.841
91.500
108.389
91.184
101.913
136.372
74.160
131.269
139.537
107.293
100.748
108.054
103.449
98.932

Data Set 2

A1
139.807
118.430
127.290
117.180
132.643
147.334
130.241
131.917
137.374
98.194
110.849
112.777
97.923
111.382
110.929
136.101
69.782
125.521
129.620
136.703
165.992
115.815
124.276
88.561
108.359

B2
111.465
116.633
110.153
119.306
116.855
111.373
106.654
111.574
117.466
122.361
125.236
120.889
115.164
115.724
111.996
107.317
99.128
104.406
116.452
110.275
119.388
119.862
110.021
113.007
117.294

Variable
B1
A1

N
25
25

Mean
114.00
121.00

StDev
20.00
20.00

B2
A2

25
25

114.00
121.00

6.00
6.00

A2
116.180
126.459
118.766
127.085
105.800
113.580
121.324
127.318
117.763
129.757
123.545
113.918
116.233
114.785
120.311
126.039
116.535
131.516
120.991
126.853
125.667
118.718
118.607
123.123
124.129
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Data A1, B1

t0 =

Y1 - Y 2
2

=

2

S1  S2
n1 n2

121  114
2

2

= 1.24

20  20
25 25

p-value = 0.222

Data A2, B2

t0 =

Y1 - Y 2
2

2

S1  S2
n1 n2

p-value = 0.0001

=

121  114
2

2

= 4.12

6  6
25 25
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A1, B1

A2, B2
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Suppose, in Example A1, B1 above, we had obtained the
following values:
Variable
Before1
After1

t0 =

N
250
250

Y1 - Y 2
2

2

S1  S2
n1 n2

Mean StDev
114.00 20.00
121.00 20.00

=

121  114
2

2

= 3.91

20  20
250 250

p-value = 0.0001
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Conclusions
The three factors that influence the computed value for t
(and hence the p-value)
 The difference in sample means ( Y1 - Y2 ). This value
determines practical or clinical significance but only
partially determines statistical significance
 The standard deviations within each sample. It turns out
that what matters in determining statistical significance
is not just the difference in sample means, but the
difference in sample means relative to variability within
samples.
 The two sample sizes.

It is always crucial to keep in mind that the p-value is
sensitive to sample size; with large enough samples any
difference in sample means will be statistically
significant.
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Suppose the Normality Condition is Invalid?
 If the sample sizes are sufficiently large (40-50) the
normality condition becomes irrelevant.

 The Mann-Whitney test is a distribution-free
procedure that is based on the ranks of the data rather
than the actual values.

 Another option is the two-sample randomization test,
a computer-intensive procedure.
56

Three Methods for Checking the Normality
Conditions

57

1. Histograms of bwt with Superimposed Normal
Curves
infants_smk <- filter(infants, smoke == "Smoker")
infants_ns <- filter(infants, smoke == "NonSmoker")
histogram(~infants_ns$bwt, fit = "normal")

histogram(~infants_smk$bwt, fit = "normal")
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2. Q-Q plots [Quantile-Quantile plots]
qqnorm(infants_ns$bwt)
qqline(infants_ns$bwt)

qqnorm(infants_smk$bwt)
qqline(infants_smk$bwt)
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3. Formal Tests for Normality
H0: The sample data comes from a Normal distribution
HA: The sample data comes from a population that is not
Normal
The Shapiro-Wilks test for Normality
shapiro.test(infants_ns$bwt)
Shapiro-Wilk normality test
data: infants_ns$bwt
W = 0.98383, p-value = 0.7315
shapiro.test(infants_smk$bwt)
Shapiro-Wilk normality test
data: infants_smk$bwt
W = 0.9498, p-value = 0.3922

In both cases, we cannot reject the null hypothesis of
Normality. This does not mean that we believe the data
comes from a Normal population. It simply means that we
don’t have sufficient evidence to reject the null hypothesis
of Normality.
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A Gentle Introduction to Statistical Inference
Questions
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1. In a sample of 610 Boston-area residents selected on
July 2, 209 reported that they were planning to travel
beyond Massachusetts for the July 4 holiday.
(a) Use these data to find a 95% confidence interval for
the proportion (p) of all Boston-area residents who plan to
travel beyond Massachusetts for the holiday. [You may
assume that the sample is random.]
(b) Repeat part (a) but compute a 90% confidence interval
for p.
(c) Repeat part (a) but compute an 80% confidence
interval for p.
(d) Explain how the margins of error associated with your
intervals in (a), (b), and (c) vary with the level of
confidence desired.
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2. Recently, the New York Times reported on a national
survey of n adults. Eighty-percent (80%) of the
respondents reckoned that the country was “on the wrong
track”. Compute a 99% confidence interval for the
proportion (p) of all adults who feel that the country was
“on the wrong” track assuming (a) n = 500, (b) n = 1,000,
and (c) n = 5,000.
Explain how the margins of error associated with your
intervals in (a), (b), and (c) vary with the size of the
sample selected.
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3. In 1998 a San Diego reproductive clinic reported 49
live births to 207 women under the age of 40 who had
previously been unable to conceive.
(a) Find a 90% confidence interval for the long-run
success rate (p) at this clinic.
(b) Provide a (sloppy) interpretation of your interval.
(c) Provide a ‘correct’ interpretation of the interval.
(d) Do these data refute the clinic’s claim of a long-run
success of 25%?
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4. A physical therapy doctoral student at Simmons plans
(with the help of colleagues) to conduct interviews with a
random sample of 200 Simmons. She is particularly
interested in estimating p, the proportion of all Simmons
students who participate in an exercise program and T, the
total number of Simmons students who participate in an
exercise program. There are a total of 5,800 Simmons
students. The doctoral student discovers that 74 of the 200
students that are interviewed claim to participate in an
exercise program.
(a) What is the sample proportion in this case?
(b) Obtain a 95% confidence interval for p.
(c) Use the information in the sample to obtain an
estimate for T.
(d) Obtain a 95% confidence interval for T.
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5. Refer to the context in Q. 4 above. A PT instructor
(with no knowledge of the doctoral student’s research)
suggests that only a quarter of Simmons students
participate in an exercise program. Is this suggestion
supported by the results in Q. 3? Explain your answer.

6. A 95% confidence interval for the (unknown)
population proportion (p) is 0.62 to 0.68. This means that:
(a) If we repeat the study over and over again, 95% of the
resulting confidence intervals will contain the sample
proportion
(b) If we repeat the study over and over again, 95% of the
time the population proportion will lie between 0.62 and
0.68
(c) Ninety-five percent of the population lie between 0.62
and 0.68
(d) If we repeat the study over and over again, 95% of the
resulting confidence intervals will contain the population
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7. Twenty years ago 40 children were born in the same
hospital in Denmark. Researchers classified the children
by whether or not they were breast-fed for at least three
months. They were interested in whether breast-feeding
tends to increase IQ levels. Recently the 40 young adults
were given IQ tests. The testers did not know which
group a subject belonged to. The results are contained in
the data set Denmark.csv. Load these data into RStudio.

(a) Open the lattice package and obtain histograms of IQ
for each group. Write a sentence or two about the shape of
these two distributions.
(b) Use the tapply command to obtain a summary of the
IQ scores (and the standard deviations) for the two
groups. Write a couple of sentences comparing the mean,
median and standard deviation of IQ for the two groups.
(c) State the appropriate two-sided hypotheses in this
case, defining any parameters you use.
d) Obtain output for a two-sided two-sample Welch t-test.
Write a brief report citing the p-value and your conclusion
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(e) Create two new data frames, one containing the IQ
scores for only those who were breast-fed and the other
containing the IQ scores for only those not breast-fed.
(Name these data frames Dyes and Dno. For each data
frame construct a Q-Q plot of IQ scores and perform the
Shapiro-Wilks test for Normality. Report your findings.
(f) [An issue to think about.] Given your conclusion in
part (d) can we reasonably conclude that it was the breastfeeding that was responsible for the difference in average
IQ for the two groups? Explain.
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8. A recent study at a southern university investigated the
lipid levels in a cohort of sedentary university students.
The study recorded the cholesterol levels (in milligrams
per deciliter (mg/dl) for 108 students along with their sex.
The data is contained in the data set chol.csv.
You may assume that the males are a random sample of
male undergraduates at southern universities and that the
females are a random sample of female undergraduates at
southern universities.
(a) Set up the null and alternative hypotheses appropriate
to testing whether the mean cholesterol level varies
significantly by sex.
Be sure to define the population means (in words).
(b) Construct a table (in Word) showing the sample size,
mean and standard deviation of cholesterol level by sex.
Write a brief report on these values.
(c) Obtain output for a two-sided two-sample Welch ttest. Write a brief report citing the p-value and your
conclusion (in terms of cholesterol level and sex.
(d) Suppose you had access to only the confidence
interval in your output in part (c) above. How might you
use this interval to test the null hypothesis that the
difference in the population means are equal?
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